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Abstract— An embedded wavelet-based coder for the com-
pression of hyperspectral imagery is described. The proposed
coder, 3D tarp, employs an explicit estimate of the probability
of coefficient significance to drive a nonadaptive arithmetic
coder, resulting in a simple implementation suited to resource-
limited on-board processing. The performance of the proposed
3D tarp coder is compared to that of other prominent coders for
the compression of hyperspectral imagery, and state-of-the-art
performance is observed.

I. INTRODUCTION

Currently there are no standards, or even commonly ac-
cepted methodologies, for the compression of hyperspectral
imagery. However, given the success of embedded wavelet-
based coders such as JPEG-2000 [1] and SPIHT [2] for 2D
images, creating 3D versions of such coders would constitute a
reasonable approach. However, many such embedded wavelet-
based coding schemes utilize sophisticated processes such as
context conditioning (JPEG-2000), rate-distortion optimization
(JPEG-2000), or significance lists (SPIHT) which hinder scal-
ing the algorithms into a third dimension and present sig-
nificant difficulty for on-board implementations with severely
limited resources.

In this paper, we extend the recently proposed tarp coder
[3], a 2D embedded wavelet-based coder with a surprisingly
simple implementation, to 3D for the coding of hyperspectral
imagery. The tarp technique employs an explicit estimate
of the probability of significance and a simple nonadap-
tive arithmetic coder, resulting in a still-image coder with
lightweight memory usage that is easily scaled to higher-
dimensional datasets. While the probability estimate takes
the form of Parzen windows, a well known nonparametric
probability-estimation technique, the tarp coder implements
this Parzen-window probability estimate as a novel sequence
of 1D filtering operations coined tarp filtering. Results we
present here show that our 3D version of tarp (3D tarp) can
achieve almost the same rate-distortion performance as a 3D
version of SPIHT (3D SPIHT) [4], while JPEG-2000 exhibits
slightly better performance for most data sets.

II. PARZEN WINDOWS FOR SIGNIFICANCE-MAP CODING

Consider an N -dimensional field of real-valued coefficients,
c[x] ∈ <, where x ∈ ZN . Given a threshold t ∈ <,
the coefficient at location x is significant if c[x] ≥ t, and

is insignificant otherwise. Define the significance state with
respect to t of c[x]:

v[x] =

{
1, c[x] ≥ t,
0, otherwise.

(1)

Suppose we know that coefficients at locations
x1,x2, . . . ,xm are significant with respect to some given
threshold, and we want to estimate the probability that the
coefficient at x is also significant. We estimate the probability
that c[x] is significant as

p[x] =

m∑

i=1

φ[x− xi], (2)

where φ[x] is an N -dimensional window sequence, i.e.,
Parzen windows. A possible window sequence which is
suited to the well known Laplacian distribution nature of
wavelet coefficients in images is the Laplacian window,
φ[x] = βα||x||, x ∈ R, where α is a parameter controlling
the spread of the window, ||x|| is the l1 norm of x =
[x1, x2, , . . . , xN ], ||x|| = ∑N

i=1 |xi|, and β is chosen so that
∑

x∈R
φ[x] = 1, (3)

where R is the region of support of the window. As a result,
that p[x] is guaranteed to be a valid probability mass function.

III. 3D TARP FILTERING

The density estimation of (2) can be considered to be
the convolution of an N -dimensional filter with impulse
response φ[x] with a field of Kronecker impulses situated
at x1,x2, . . . ,xm. In [3], a novel implementation of this
N -dimensional convolution as a sequence of 1D filtering
operations is proposed. We describe this filtering procedure,
tarp filtering, below. However, since only the N = 2 case
was originally considered in [3], we extend the tarp-filtering
algorithm to N = 3 in the discussion below.

For N = 3, x = [x1, x2, x3] where x1, x2, and x3

are the spatial-row, spatial-column, and spectral-slice indices,
respectively. The Laplacian window in this case is φ[x] =
βα|x1|+|x2|+|x3|, x = [x1, x2, x3] ∈ R, where the causal
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region of support is R = R1 ∪R2 ∪R3,

R1 = {x = [x1, x2, x3] : x1, x3 = 0, x2 > 0, } ,
R2 = {x = [x1, x2, x3] : x1 > 0, x2 ∈ Z, x3 = 0} ,
R3 = {x = [x1, x2, x3] : x1, x2 ∈ Z, x3 > 0} .

In order for (3) to hold for this φ[x] and R, it can be derived
that β = (1− α)3/(3α+ α3).

To estimate the probability of significance in 3D, we prop-
agate information from three neighboring values, one at the
left, one above, and one in the same spatial position in the
previous spectral slice. Raster scanning proceeds in the order
column, row, and then slice, and we use 1D filters to propagate
probability estimates. Specifically, seven 1D filtering steps are
used. The first three filters operate at the current spectral slice
in a fashion identical to the 2D tarp filter of [3]. That is, in the
current slice, one filter processes each row from left to right,
another filter processes each row from right to left, and a third
filter processes each column from top to bottom.

Next, we propagate information in the spectral direction. To
do so, we use a buffer that holds probabilities for the entire
previous slice, and after each slice is coded, the probabilities
in the slice buffer are updated. Consequently, after a full slice
is coded with the first three filters, another three 1D filtering
steps update the probabilities for the current slice from bottom
to top. For these three filters, one runs from left to right, one
runs from right to left, and the last one runs from bottom to
top for each column. The last 1D filtering step runs along the
spectral-slice direction from the previous slice to current slice
using the probabilities stored in the slice buffer.

These filtering procedures are implemented in four sets
of filtering operations. The first two sets implement the first
three filters, and at the same time, update probabilities for the
seventh filtering step. The first set of filters is:

p[x1, x2, x3]← α(p1[x1, x2 − 1, x3] + p2[x1 − 1, x2, x3]

+ p3[x1, x2, x3 − 1]),

p1[x1, x2, x3]← αp1[x1, x2 − 1, x3] + βv[x1, x2, x3],

p2[x1, x2, x3]← p1[x1, x2, x3] + αp2[x1 − 1, x2, x3],

where p is the estimated probability for current position, p1 is
the left-to-right filter, and p2 is the top-to-bottom filter. p3 is
the filter in the spectral direction.

After a full row is coded, the second set of filters is used
to update p2 and p3 by using a 1D filtering step from right to
left,

p2[x1, x2, x3]← p2[x1, x2, x3] + αp4[x1, x2 + 1, x3],

p3[x1, x2, x3]← p2[x1, x2, x3] + αp3[x1, x2, x3 − 1],

p4[x1, x2, x3]← αp4[x1, x2 + 1, x3] + βv[x1, x2, x3],

where p4 is a right-to-left filter.
After a full slice is coded, another two sets of filters update

p3. The scanning order is from bottom to top and left to right.

The third set of filters is:

p3[x1, x2, x3]← p3[x1, x2, x3] + αp6[x1 + 1, x2, x3],

p5[x1, x2, x3]← αp5[x1, x2 − 1, x3] + βv[x1, x2, x3],

p6[x1, x2, x3]← p5[x1, x2, x3] + αp6[x1 + 1, x2, x3],

where p5 is a left-to-right filter. Finally, after a full row is
processed, a fourth set of filters updates p6 by using a right-
to-left filter, p7. The fourth filter set is:

p6[x1, x2, x3]← p6[x1, x2, x3] + αp7[x1, x2 + 1, x3],

p7[x1, x2, x3]← αp7[x1, x2 + 1, x3] + βv[x1, x2, x3].

The 3D tarp filtering operation requires somewhat greater
buffer storage than its 2D counterpart. Specifically, while a
single row of p2 must be stored as in the 2D filter, an entire
spectral slice of p3 must be stored for the 3D coder. However,
the memory usage for 3D tarp is typically much less than the
that of the significance lists required for 3D SPIHT.

IV. THE 3D TARP CODER

As the first step in coding hyperspectral data, we employ a
wavelet transform. As is usual for 2D images, we implement
the 3D wavelet transform in separable fashion, employing
1D transforms separately in the spatial-row, spatial-column,
and spectral-slice directions. In a 3D wavelet transform, dif-
ferent decomposition orders can yield different results. For
instance, we can perform one scale of decomposition along
each direction, then do further decomposition in the lowpass
subband (the dyadic decomposition). Alternatively, we can first
decompose each spectral slice using a separable 2D transform
and then follow with a 1D decomposition in the spectral
direction (the wavelet-packet transform). Our experimental
observations have indicated that the wavelet-packet transform
gives significantly better rate-distortion performance than the
dyadic transform for the coding of hyperspectral imagery;
consequently, the wavelet-packet transform is employed for
all experiments here.

The tarp coder is built upon the typical embedded bitplane-
coding architecture common to modern wavelet-based image
coders. Specifically, a significance pass describes the signif-
icance state of coefficients while a refinement pass produces
a successive approximation to the values of the coefficients.
In the significance pass, the significance state v[x] of each
coefficient is encoded, and, when a coefficient transitions from
insignificant to significant, the sign of the coefficient is also
encoded. In the refinement pass, all the coefficients known
to be significant (except those that became significant in the
immediately preceding significance pass) are refined by coding
the value of the bit in the current bitplane.

Contrary to most wavelet-based embedded coders which use
multiple-context adaptive arithmetic coding which is respon-
sible for a significant portion of their rate-distortion perfor-
mance, the tarp coder uses a relatively simple nonadaptive
binary arithmetic coder. The tarp-filtering operation produces
the estimate p[x] of the probability of significance of the
current coefficient, and this probability estimate drives the
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Fig. 1. Rate-distortion performance for the (a) “North Farm,” (b) “Purdue,” and (c) “Tribbett” datasets.

arithmetic coder when coding the significance state v[x] in
the significance pass. For the coding of sign bits in the
significance pass, and for the coding of refinement bits in the
refinement pass, we use a constant probability of 0.5 in the
nonadaptive arithmetic coder. Although it is possible to use
more sophisticated codings of these sign and refinement bits,
in practice, a nonuniform probability distribution would result
in minimal rate-distortion improvement, while the use of the
uniform distribution greatly simplifies the implementation and
reduces computational complexity.

V. EXPERIMENTAL RESULTS

The datasets we used in all experiments are from a TRW
Imaging Spectrometer III (TRWISIII), an airborne hyperspec-
tral sensor that collects images in 384 contiguous spectral
channels from 400 nm (ultraviolet) to 2450 nm (infrared).
The files emanating from the TRWISIII sensor are 16-bit
unsigned, big-endian integers arranged in rows of 256 samples
across. For the results here, we retain 256 lines of data; thus,
the TRWISIII datasets are in the form of image cubes of
size 256 × 256 × 384. All data is raw from the sensor; i.e.,
no atmospheric correction or other preprocessing has been
applied.

In our results, we compare the 3D tarp coder described
above to JPEG-2000 [1], the recently developed image-coding
standard, as well as to 3D SPIHT [4], another prominent
3D coder. JPEG-2000 is an embedded wavelet-based coder
that supports the coding of hyperspectral imagery in that
Annex N of Part 2 of the standard includes mechanisms for
specifying arbitrary decorrelating transforms across spectral
slices, thus permitting implementation of wavelet-packet trans-
forms such as described in Sec. IV. Unfortunately, currently
available implementations of the JPEG-2000 standard do not
yet typically conform to Part II of the standard. The JPEG-
2000 implementation we used is Kakadu version 3.4; since
Kakadu implements only Part 1 of the JPEG-2000 standard,
we separately impose a 1D spectral transform on the datasets
before passing them to the Kakadu coder. For 3D SPIHT
results, we use the implementation described in [4]. All
coders use a wavelet-packet transform with the popular 9-7
wavelet filter [5], symmetric extension at volume boundaries,

a decomposition of 5 levels in all directions. For our proposed
3D tarp coder, α is fixed at 0.3, and the filters p1, . . . , p7 are
initialized to 0 beyond the boundaries of the hyperspectral
image cube.

In our results, we use a signal-to-noise ratio (SNR)
as the distortion measure. The SNR is defined as fol-
lows. Let c[x1, x2, x3] be an M × N × K hyper-
spectral dataset with variance of σ2. Let ĉ[x1, x2, x3]
be the reconstructed dataset from the compressed bit-
stream. The mean square error (MSE) is defined as
MSE = 1

MNK

∑
x1,x2,x3

(c[x1, x2, x3]− ĉ[x1, x2, x3])
2,

while the SNR in dB is defined in terms of the MSE as
SNR = 10 log10

σ2

MSE . All rate measurements are expressed
in bits per voxel (bpv). Rate-distortion performance for our
3D tarp coder, 3D SPIHT, and JPEG-2000 is shown in Fig. 1.

VI. CONCLUSIONS

In the results of Fig. 1, we see that all three techniques
considered—3D tarp, 3D SPIHT, and JPEG-2000—provide
largely similar rate-distortion performance for the datasets
tested, with JPEG-2000 often slightly outperforming the other
two. Especially at low bit rates (less than 1 bpv), all three
techniques give nearly identical rate-distortion performance.
However, given its simplicity of implementation and low
memory usage, 3D tarp is perhaps the most effective coder
of the three for resource-limited platforms.
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