The Stream Virtual Machine
Intro:
As far as programming goes, underlying hardware has been evolving for years.  The same cannot necessarily be said for the software that goes with it.  Primarily throughout time, things in the programming world have taken an in-line approach to programming.  These are most easily characterized by the C and C++ languages.  However, with the amount of concurrency that is available in the underlying hardware, not leveraging said concurrency in applications that can expressly benefit from it is a mistake.  Hence, new paradigms have arisen for programming that treat data as “streams”.

Stream programs consist of computation kernels that produce and / or consume data, which usually comes in streams.  The advantages to decomposing things this way are:


- separation of memory from computation


- explicit identification of variables that are only names for values in streams and



which are state information and do not


- exposes data-level parallelism and thread-level parallelism


- matches the actual hardware implementation of many modern processors

Now, ideally, stream processors are used in cases where there is a lot of data, in usually very regular communications intervals.  This fits DSP, multimedia, and scientific computing very well.  Not mentioned, but also true, is that with some extension, one can think of where this could fit the wireless sensor network arena as well.

What is proposed by the authors is a two-tiered compilation of streaming programs.  An initial, high-level compiler takes a particular stream program and compiles it to a Stream Virtual Machine, which is an intermediate representation of the program.  It is not hardware specific, and as such gives a behavioral model of the stream program.  This way, programmers worry less about hardware-specific details, and more with the actual optimizations necessary.
The SVM model captures the essential characteristics of the underlying hardware (common functionality), and the SVM API is effectively a set of functions and code that can be used to represent a stream architecture.  It is an extended C program, and can “run” on a SVM.

SVM Technical:

Architecture:

The architecture consists of the following:  show figure in presentation
Control Processor:  master processor, controls operation for entire VM
Kernel processor:  enables higher level operations for acceleration of stream kernels

DMA:  enables higher level operations for data movement for each kernel

Control processor can effectively run ahead of the kernels and data, prefetching tasks that will be performed in the future by the kernels and DMA.

Models for the actual SVM are:

Processors:  quantified by operating frequency, functional units, registers, and SIMD level

Memories:  FIFO, RAM, caches.  All characterized by size.  RAMs by coherence and bandwidth

Network links:  characterized by bandwidth and latency

API:
The SVM can specify:

How computation is partitioned to stream processors

How data is partitioned and allocated in local memory

How data is moved from local-local and local-global memories

How computations and data are synchronized

Required objectives:

Support efficient translation of API calls for varied streaming architectures

Express mappings using standard C  (ImpulseC?)

Require only local analysis of single processor code by LLC to translate calls

Allow simple construction of functional simulator through direct implementation of calls to functional / performance verification

The API uses C, but is object oriented, using a struct object for pieces of the API.  Block and Stream allocate blocks of memory and FIFO circular buffers for streams respectively.
Kernel objects are meant to map functions to stream processors.

DMA Kernels are specialized kernel objects for moving data around, strided and indexed scatters / gathers, and handling variations of block and stream transfers betwixt the two.

Kernel dependences provide synchronization between kernels.
Kernel control controls system-wide synchronization for kernels and the control thread.
Show example mapping.

Show implementation.

GPUs, streaming show charts?

Much given about making a stream processor out of two graphics cards (Nvidia GeForceFX 5900 Ultra and ATI Radeon 9800 Pro).  They also used “Imagine”, which really IS a stream processor.  Much follows to quantify proper bandwidth and memory sizes, then tests are performed to see if their representation of these “stream processors” running in the SVM closely matched the real-world performance.  This turned out to be the case.
Applications of this to WSNs

Needless to say, this doesn’t SOUND like it’d be all that useful, but it actually could be.  After all, the sensors are just sending out “streams” of data, and that data is “consumed” at some point.  Granted, in WSNs, we would be dealing with much lower bandwidths from both an inherent hardware point of view, as well as a self-imposed limitation due to energy concerns.  Perhaps this could be used not to decide a stream processor, but to decide which nodes will process what in a distributed system, based on several factors, which may include both the power of the node and the energy available to it, not to mention its spatiality.

This actually also draws a parallel to ImpulseC, which we are using in Reconfigurable Computing.  This language also conforms to a stream programming paradigm, and is used currently to compile to hardware implementations for various FPGAs.  This can also be useful, in that we may be able to disseminate these models for reprogramming of nodes as well.
Decent paper, may not immediately be applicable, but parts of it could be useful.
